
CS265/CME309, Fall 2017. Instructor: Gregory Valiant

Problem Set 3, problem 4 addendum
This addendum provides a bit more context and explanation for problem 4. In this problem,

you are considering the setting where there is a “training set” of n/2 (binary) labeled examples
(x1, y1), . . . , (xn/2, yn/2), and a “test set” of n/2 examples (xn/2+1, yn/2+1), . . . , (xn, yn), where each
labeled example (xi, yi) is drawn independently from some distribution X . Let the set S denote the
domain of the examples xi, e.g. if xi ∈ Rd then we would say S = Rd. A “learning algorithm”,
A, is a function from the training set, to the set of functions that map S → {0, 1}, specifically, we
could write A

(
(x1, y1), . . . , (xn/2, yn/2)

)
= f where f is some function from S to {0, 1}. Given a

function f : S → {0, 1}, we say that the model or function f “generalizes” if the performance of
f on the test set is indicative of how well f would perform over the actual distribution of examples,
X . Specifically, f generalizes if the fraction of test examples that it correctly labels is similar to the
probability that a random labeled example drawn from X will be labeled by f according to its true
label. Formally, we are asking whether the following holds:

1

n/2
|{j ∈ {n/2 + 1, . . . , n} : f(xj) = y}| ≈ Pr(x,y)←X [f(x) = y]

In this problem, we are considering the process by which a data scientist finds a “good” model,
f . Typically, we would first try a simple learning algorithm,A1—perhaps this is simply least squares
regression. This would output our first model/classifier f1. We might interpret the test performance
of f1 as a baseline accuracy. Next, you would probably think of a fancier learning algorithm to
try out, maybe you would choose A2 to be the (randomized) learning algorithm that trains a fully
connected neural network with 100 hidden units via stochastic gradient descent based on random
initialization using learning rate α = 1.0. This might produce model f2. Now, maybe you decide to
increase the learning rate to α = 5.0; this third learning algorithm would be A3 and would output
model f3. If f3 performed worse (on the test set) than f2, maybe you would decide to then try training
the same neural network structure but with a learning rate of α = 0.1. And the process continues. At
the end of the day, suppose we have tried L different algorithms, and hence have L different models
f1, . . . , fL. Now, as is typically done, we will pick the model with the best performance on the test
set, and deploy/publish/use that model. [Note that this “best” model might not be fL, maybe we
ended up “wasting” our last L/2 algorithms on fancy deep architectures that didn’t work well, and
end up using the boosted decision tree model that we learned early on....]

This question is asking you to consider how many learning algorithms we are “allowed” to try
out on the same training/test sets, before we no longer can be confident that the final “best” model
that we choose will generalize. Obviously, the extent to which this best model will generalize will
depend on which algorithms we choose, how aggressively we base our search for a good learning
algorithm on the results of earlier algorithms that we have tried, and a number of other parameters.
In this problem, we are focussing on understanding the dependencies between 1) the size of the
test/training set, n, and 2) the structure of the dependencies between the ith learning algorithm and
the results of the first i − 1 algorithms. In all parts of this question, we are asking for worst-case
bounds—obviously if you simply run the same algorithm over and over, then you might end up with
a model that generalizes in all setting.

To give one example of what could go wrong if one tries out too many learning algorithms on
the same data, suppose all of our L learning algorithms are the following: they ignore the training
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set, and output a function f that has randomly assigned a label {0, 1} to every point in the domain
S. Namely, for every x ∈ S, the value f(x) ∈ {0, 1} was picked independently at random (the value
of f(x) is chosen randomly, but is fixed, so every time you ask f to label point x, it will give the
same value). [If the domain S is infinite, then it might take infinite space to store the lookup table of
f , but lets not worry about that.] Let f1, f2, . . . , fL be L different functions output by this learning
algorithm, and let fbest denote the one that performed best on the test set. If L = 10 · 2n/2, then with
probability at least 1−(1− 1

2n/2 )
10·2n/2 ≈ 1−e−10 > 0.99, at least one of these functions will correctly

label all n/2 points in the test set. In that case, 1
n/2
|{j ∈ {n/2 + 1, . . . , n} : f(xj) = y}| = 1.

But will that function, fbest, actually be good at labeling new examples? If the domain S is small
and finite, maybe, it will, but if S is infinite, and the distribution of examples, X is not supported
on a small finite set, then we would expect fbest to be no better than random guessing, namely
Pr(x,y)←X [f(x) = y] ≈ 1/2. Hence the above provides a rigorous proof that, in the setting of 4(a),
if L > 10 · 2n/2, then it can be the case that, with probability > 0.99,

1

n/2
|{j ∈ {n/2 + 1, . . . , n} : f(xj) = y}| − Pr(x,y)←X [f(x) = y] > 0.49.

The above example illustrates one way in which, if we try too many different algorithms, we
might end up “overfitting” to the data that we have. Note that this is a slightly different type of over-
fitting than usual—here, it is the data scientist/ meta-learner who is responsible for the overfitting.
Even when each of the L learning algorithm might be a perfectly reasonable algorithm that is not
likely to overfit, if the data scientist is not aware of the risks, we might still end up with a model fbest
that performs well on the test set, but is garbage on the actual distribution we care about, X .

This is not just some theoretical curiosity. On the ML competition platform Kaggle, for example,
it is often the case that the teams near the top of the leader-board based on their performance on
the “test set” end up not doing so well on the final evaluation (this final evaluation is often based
on fresh, never-before-used examples, which are separate from the “test set” examples which are
used to maintain the leader-board). Furthermore, the teams that have submitted/queried the test
set most frequently tend to end up with the most over-inflated results. See Moritz Hardt’s blog
post: http://blog.mrtz.org/2015/03/09/competition.html for some discussion
of these sorts of issues on Kaggle.

For clarity, I have copied the problem statement from the set below:

4 (How to Avoid Fake Science) Most statistical tools and scientific methodologies were designed
around the assumption that a scientist would first make a hypothesis, and then gather data, and
then test the hypothesis. Now, much of science is conducted by repeatedly probing the same
dataset, i.e. looking at the data, then making a hypothesis, then looking at it again, then making
a new hypothesis, etc. In this problem, you will investigate how subtle variations in how this
process is conducted result in significant variations in the statistical validity of the results. To
make this setting closer to home, we will formulate this process from the perspective of a
machine learning person who is trying to tweak their learning algorithm to get better results
(think hyper-parameter tuning for deep neural nets), though the identical story could also be
told in the ’formulating scientific hypotheses’ language.

Suppose we are trying to build a binary classifier for some task. Specifically, assume there
is a distribution of labeled examples (e.g. the distribution over all photos), and we want to
build a binary classifier (e.g. identifying whether a photo contains a cat). Formally, there is a
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distribution X over labeled pairs (x, y), where y ∈ {0, 1} is the label, and we hope to learn a
classifier f such that Pr(x,y)←X [f(x) = y] is close to 1.

(a) Suppose we have a dataset of n labeled examples drawn from the distribution X . Before
we look at the data, we make a list of L different learning algorithms that we will try (e.g.
1. Linear Regression, 2. Linear Regression with L0 regularization, 3. Convolutional
Neural Net, 4....). Then, for each learning algorithm, we train it on the first half of our
dataset, (x1, y1), . . . , (xn/2, yn/2). This will yield f1, . . . , fL, namely one model/labeling
function for each algorithm. Next, we evaluate each of these labeling functions on the
remaining n/2 datapoint. Suppose we pick the function fi from this set that had the
best performance on the test set, and decide to deploy that model. How many different
algorithms can be in our list before we should expect that the performance on the test
set will deviate significantly from the actual performance. Namely, how large can L
be while ensuring that the test error of the top-performing model, fi, will be close to
Pr(x,y)←X [fi(x) = y]? (Essentially, this question is asking how many algorithms you
can try, as a function of n, before you should no longer trust your results.) [For this part,
and the next two parts, you should prove one of the following two statements: Option
1) For some constant c, provided L ≤ 2cn then with probability at least 0.9 over the
randomness in the draws of the examples, the output classifier, fi has the property that∣∣Pr(x,y)←X [fi(x) = y]− TestPerformance(fi)

∣∣ < 0.1. Option 2) For some constant
c, there exists a distributionX and choice of the learning algorithms such that forL > nc,
with probability at least 0.5, the classifier with the best test performance, fi has the
property that

∣∣Pr(x,y)←X [fi(x) = y]− TestPerformance(fi)
∣∣ > 0.1 ]

(b) Unfortunately, most people don’t make this list of learning algorithms ahead of time.
Instead, they decide on the second learning algorithm based on how well the first al-
gorithm worked, and decide on the ith algorithm based on the performances of all the
earlier ones. Suppose we are in the setting of the previous problem, but we choose the
ith algorithm as a function of how well the first i − 1 functions f1, . . . , fi−1 perform on
the TRAINING set. Now that we have Lmodels, f1, . . . , fL, suppose we test them all on
the TEST set, and pick the fi with the best test set error. How large can L be before the
test error performance of that fi might differ significantly from Pr(x,y)←X [fi(x) = y]?

(c) Now, suppose we choose the ith learning algorithm as a function of the performance of
the first i − 1 functions, f1, . . . , fi−1, on the TEST set. Again, we pick the fi with the
best test set error. How large can L be before the test error performance of that fi might
differ significantly from Pr(x,y)←X [fi(x) = y]?

(d) (Double Bonus) Think more about how one can avoid this sort of “overfitting” in these
adaptive data analysis settings where one repeatedly probes the same dataset. This is a
very recent and active area of research, and I’d be happy to chat more about it!!!.
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